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Location recommendation is an important means to help people discover attractive locations.
However, extreme sparsity of user-location matrices leads to a severe challenge, so it is necessary
to take implicit feedback characteristics of user mobility data into account and leverage location’s
spatial information. To this end, based on previously developed GeoMF, we propose a scalable
and flexible framework, dubbed GeoMF++, for joint geographical modeling and implicit feedback
based matrix factorization. We then develop an efficient optimization algorithm for parameter
learning, which scales linearly with data size and the total number of neighbor grids of all locations.
GeoMF++ can be well explained from two perspectives. First, it subsumes two-dimensional kernel
density estimation so that it captures spatial clustering phenomenon in user mobility data; Second,
it is strongly connected with widely-used neighbor additive models and graph Laplacian regularized
models. We finally evaluate GeoMF++ on two large-scale LBSN datasets with respect to both
warm-start and cold-start scenarios. The experimental results show that GeoMF++ consistently
outperforms the state-of-the-arts and other competing baselines on both datasets in terms of NDCG
and Recall. More importantly, GeoMF++ is much more efficient and scalable with the increase of
data size and the dimension of latent space.
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1 INTRODUCTION

With the popularity of smart mobile devices and the fusion of multiple positioning tech-
nologies, it has become much easier for people to acquire real-time information regarding
their locations. This development has triggered the advent of location-based social networks
(LBSNs), such as Foursquare, Jiepang, Facebook Place and so on. This emergence has not
only caused location-based socializing to become a new form of social interaction, but has
also helped people speed up familiarization of the surroundings. To achieve the latter goal,
location recommendation has become one important means.
Location recommendation has been widely studied recently due to easy access of large-

scale user mobility data and inclusion of social network information. User mobility data
from the LBSNs (i.e., check-ins) only include the histories of locations where users have
been and therefore they likely prefer. The visit frequencies reflect the confidence of her
positive preference. Nevertheless, locations where a user has never visited are either really
unattractive or undiscovered but potentially appealing. These two cases are usually difficult
to differentiate from each other if no auxiliary information provided. These characteristics of
mobility behavior lets us consider them implicit feedback and exploit weighted regularized
matrix factorization for location recommendation, since it deals with sparsity issues better
and outperforms other approaches empirically [11, 25].

However, due to extreme sparsity of user-location matrices, this algorithm still faces severe
challenges and suffers from comparatively low performance of recommendation. Fortunately,
these challenges can be further alleviated by taking locations’ geographical information
into account. With the existence of locations’ geographical information, spatial clustering
phenomenon [29], which indicates individual visited locations tend to cluster together, has
been revealed in user mobility behavior on the LBSNs [33]. This phenomenon has been
leveraged for location recommendation via geographical modeling. Previous geographical
modeling algorithms include parametric [33] and non-parametric [35] approaches for modeling
the distribution of distance between any two visited locations. For improving their efficiency
of geographical modeling, two-dimensional geo-clustering algorithms over individual visited
locations have been proposed [3, 18]. For the sake of avoiding setting the number of clusters,
two-dimensional kernel density estimation has been developed [15]. Nevertheless, these
geographical modeling algorithms are independent of collaborative filtering, so that they are
usually integrated together for location recommendation based on some heuristic approaches,
like linear combination.
To this end, we extend two-dimensional kernel density estimation and propose an

optimization-based geographical modeling algorithm. It is based on user activity areas
and location influential areas, and estimates users’ geographical preference for locations by
an inner product operator. Moreover, a consistent objective goal with weighted regularized
matrix factorization is exploited. Therefore, geographical modeling can be seamlessly incorpo-
rated into matrix factorization. In particular, we propose GeoMF to augment latent factors
of users and locations with user activity areas and location influential areas, respectively, as
shown in Figure 2. In this way, a user’s preference for a location is modeled as inner product
between them in the augmented space, including the user’s both interest-based preference
and geographical preference for the location. If the user’s geographical preference for the
location is non-zero, the activity areas of the user intersect with the influential areas of
the location so that this location is reachable from the activity areas of the user. We then
propose alternating optimization for learning user/location latent factor with weighted least
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squares and learning user activity area with sparse and non-negative weighted least squares.
However, based on the analysis of time complexity, it suffers from computational issues in
particular when learning non-negative user activity areas, though we reveal two important
properties about improving efficiency of learning algorithms.
For the sake of improving efficiency and flexibility, we further propose GeoMF++, by

mapping location influential areas into the same latent space as that formed by weighted
regularized matrix factorization, as shown in Fig 3. Hence, we express a user’s geographical
preference for a location by dot product of the user’s latent factor with the weighted sum of
latent factors of the location’s influential areas. Different from GeoMF, user activity area is
not used in GeoMF++ any more, but can be recovered from user latent factors using non-
negative sparse coding, since user latent factors encode propagated geographical influence
from location influential areas. We then develop an alternating optimization algorithm for
learning user/item/area latent factors, and show that it scales linearly with the data size and
the total number of influential areas of all locations. Interestingly, supported by theoretical
results about approximating locations’ spatial similarity matrix with location influential
areas, GeoMF++ is strongly connected with widely-used neighbor additive models and
graph Laplacian regularized models.
Finally, we evaluate the proposed algorithms on two large-scale LBSN datasets with

respect to both warm-start and cold-start scenarios. The experimental results show that the
proposed algorithms benefit a lot from geographical modeling and consistently outperforms
several competing baselines on both datasets with respect to both scenarios in terms of
NDCG and Recall. We then investigate their training efficiency, and find that GeoMF++ is
much more efficient and scalable than the baselines with the increase of data size and the
dimension of latent space.
This paper is an extension of our previous paper [16], in which we proposed GeoMF

for joint geographical modeling and implicit feedback based matrix factorization, so that
geographical modeling can be seamlessly incorporated into matrix factorization. In this
article, we further make the following contributions for location recommendation:

∙ For the sake of improving efficiency and flexibility of GeoMF, we propose GeoMF++
to map location influential areas into the same latent space as that formed by weighted
regularized matrix factorization. Based on a newly-developed alternating optimization
algorithm, GeoMF++ scales linearly with the data size and with the total number of
the influential areas of locations.

∙ We propose leveraging non-negative sparse coding to recover user activity areas from
user latent factors learned from GeoMF++, since they are not parts of GeoMF++
any more. The case studies show that recovered user activity areas are meaningful and
reasonable, compared to that learned from GeoMF.

∙ We provide theoretical results for approximating locations’ spatial similarity ma-
trix with location influential areas, and establish strong connection of GeoMF++
with another two widely-used algorithms for joint geographical modeling and matrix
factorization.

∙ We reveal two important properties of GeoMF for improving efficiency of learning
non-negative user activity areas, so that it can accelerate the original process of leaning
user activity areas.

∙ We extensively evaluate the proposed algorithms on LBSN datasets with respect to both
warm-start and cold-start scenarios. In addition to the self-crawled Jiepang dataset
used in our previous work, we also use another large-scale public Gowalla dataset
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with 6.4M check-ins from 107K users. The experimental results show that the newly
proposed GeoMF++ is consistently superior to GeoMF and other competing baselines
on both datasets, in terms of not only training efficiency but also recommendation
performance with respect to NDCG and Recall.

2 RELATED WORK

Location recommendation has been an important topic in location-based services. For
example, some research has focused on recommending some specific types of locations. Park
et al. [26] designed a system based on Bayesian learning with both users’ preference and
location contexts to recommend restaurants. Similarly, Horozov et al. [10] developed a
user-based collaborative filtering system to recommend restaurants to a user, by finding
which restaurants similar users have visited before. Zheng et al. [38] designed a random walk
style model to do tourism hot spot recommendation by taking into account both users’ travel
experiences and location attractiveness. In addition to single-type location recommendation
mentioned above, there is also some other work considering multiple-activity-type location
recommendation. For example, Zheng et al. considered location recommendation and activity
recommendation together, so that they can provide location recommendation with respect to
different types of activities [37]. The proposed model formulates a location-activity matrix for
collaborative filtering and uses some additional information such as location features to help
recommendation. Furthermore, a personalized extension for their model was proposed in [36].
The personalized model models a user-location-activity tensor with the GPS data from all
users, and employs collective tensor and matrix factorization to do recommendation. Takeuchi
and Sugimoto [28] developed an item-based collaborative filtering system to recommend
shops to a user, if they are similar to her previously visited shops.

With the growing popularity of location-based social networks, location recommendation
is drawing plenty of attention once again. The reasons are two-fold: first, it is possible to
obtain large-scale user mobility data; second, several new challenges, including an extremely
sparse user-location matrix and the presence of social networks, have arisen from this data.
To address these challenges, several methods have been proposed. For example, Ye et al. [33]
discovered spatial clustering phenomenon of individual visited locations and characterized it
by a power law distributed distance of any pair of visited locations [33]. In addition, they
also exploited the similarity between users based on location history and social relationships
on social networks for collaborative filtering. To better incorporate social relationships from
social networks into collaborative filtering, Noulas et al. [24] conducted random walk with a
restart on user-location bipartite graph and social graph simultaneously. With regard to
modeling the spatial clustering phenomenon, instead of making the power law distribution
assumption, Zhang et al. [35] suggested using kernel density estimation to estimate the
distribution of distance between pairs of locations. Concentrating on modeling the distance
distribution may ignore the multi-center characteristics of individual visiting locations
according to [3]. Thus, the authors tried to apply clustering techniques on individual visited
locations for capturing the spatial clustering phenomenon. They also exploited Bayesian
non-negative matrix factorization for location recommendation, placing a Gamma prior on
non-negative latent factors since this model can capture the skewness of the visit frequency
to locations. These two models are then multiplied together since both of them are modeled
in a probabilistic way. To improve the ad hoc integration between them, Liu et al. [18]
proposed a geographical probabilistic factor analysis framework to takes geo-clustering and
Bayesian non-negative matrix factorization into consideration by defining a user’s preference

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: August 2017.



GeoMF++: Scalably Joint Geographical Modeling and Matrix Factorization 1:5

for locations as a multiplication of her interest in the locations, the locations’ popularity
and the distance between her and locations.
In addition to studying the effect of social network information and of spatial clustering

phenomenon, there has also been research into studying the impact of context information,
e.g., time, and the textual content of locations on location recommendation. For example,
in [19, 31, 34], the authors tried to leverage content information of locations via topic
modeling to assist location recommendation; In [7], Gao et al. proposed distinguishing
a user’s latent factors at different times and exploiting several strategies to aggregate
a user’s time-dependent latent factors; In [4, 20], the authors leveraged the information
from previous locations, including the locations themselves, categories and so on, for next
location recommendation. The representative algorithms for different kinds of location
recommendation have been surveyed and empirically compared with each other in [21], and
GeoMF has been recognized as one state-of-the-art algorithm.
Comparing this work with these existing ones, major differences lie in the following

perspectives. First, we leverage weighted regularized matrix factorization for location rec-
ommendation since according to our experimental results it may be more appropriate than
other methods for collaborative filtering from implicit feedback. Second, our model subsumes
two-dimensional kernel density estimation and doesn’t make any assumption about the
distribution of visited locations. Finally, geographical modeling is seamlessly and efficiently
incorporated into weighted regularized matrix factorization, and this incorporation explains
why modeling the spatial clustering phenomenon helps to deal with the challenge of matrix
sparsity. However, we don’t take the content information into consideration in our proposed
model since we don’t have any other information except the categories of locations in our
dataset. This information can easily be incorporated into the current framework. Actually, we
have tried to incorporate the categories of locations, but haven’t see significant improvement.
We elaborate it in the discussion of Experiments section.

3 PRELIMINARY

Given users’ mobility data, location recommendations operates on a user-location preference
matrix R = [𝑟𝑢,𝑖] ∈ {0, 1}𝑀×𝑁 , where there are 𝑀 users, denoted by 𝒰 = {𝑎1, · · · , 𝑎𝑀},
and 𝑁 locations, denoted by ℒ = {𝑙1, · · · , 𝑙𝑁}. Each entry 𝑟𝑢,𝑖 indicates whether a user 𝑎𝑢
has visited a location 𝑙𝑖. The column vector r𝑢 corresponds to the u-th row of the matrix R;
The column vector r𝑖 corresponds to the i-th column of the matrix R. The visit frequency
matrix C ∈ N𝑀×𝑁 is of the same size as R. ℒ𝑢 = {𝑙𝑖 ∈ ℒ|𝑟𝑢,𝑖 > 0} denotes all visited
locations of the user 𝑎𝑢. Here, upper case bold letters denote matrices, lower case bold letters
denote column vectors, and non-bold letters represent scalars.

3.1 Collaborative Filtering for Implicit Feedback

Given the preference matrix R, only users’ positive preferences are observed since unvisited
locations are either negatively preferred or unknown to users. The visit frequency indicates
the confidence level of positive preferences so that a higher visit frequency corresponds to
a larger confidence of positive preference. Hence, given the preference matrix R, location
recommendation is the One Class Collaborative Filtering (OCCF) problem [11, 25]. In this
case, we can randomly sample some negative locations for each user and assign them smaller
weights than positive ones. For better dealing with the sparsity challenge, we can even treat
all unvisited locations as negative, but at the same time of assigning them smaller weights,
we should guarantee the special structure of the weighting matrix for the sake of efficiency.
For example, the weighting matrix could follow a sparse and one-rank structure, that is,
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each entry 𝑤𝑢,𝑖 of the weighting matrix W = [𝑤𝑢,𝑖],

𝑤𝑢,𝑖 =

{︃
𝛼(𝑐𝑢,𝑖) + 1 if 𝑐𝑢,𝑖 > 0

1 otherwise
, (1)

where 𝛼(𝑐𝑢,𝑖) > 0 is a monotonically increasing function with respect to 𝑐𝑢,𝑖. In this way,
it exactly encodes the observation that the frequency is a confidence of users’ positive
preference. Based on the weighting matrix, the objective function of collaborative filtering for
implicit feedback, called Weighted Regularized Matrix Factorization (WRMF), is represented
as follows:

min
P,Q

‖W∘ 1
2 ⊙ (R−PQ𝑇 )‖2𝐹 + 𝛾(‖P‖2𝐹 + ‖Q‖2𝐹 ), (2)

where ⊙ is the Hadamard product operator, i.e., element-wise multiplication of matrices and

W∘ 1
2 = [𝑤

1
2
𝑢,𝑖] is Hadamard square root of W. ‖·‖𝐹 is the Frobenius norm of matrices, simply

a square root of the sum of squared values in matrices. This objective function involves
mapping users and locations into a joint latent space with dimension 𝐾 ≪ min(𝑀,𝑁) via a
mapping matrix P ∈ R𝑀×𝐾 and a mapping matrix Q ∈ R𝑁×𝐾 respectively. In the joint
latent space, a user’s preference for a location is modeled as an inner product between them.
It is worth noting that the approximation error is summed over all entries in the user-

location preference matrix, but it can be efficiently reduced via alternating least squares and
its time complexity in each iteration is still in proportion to the total number of non-zero
entries in the user-location preference matrix. We will provide detailed analysis in subsequent
sections.

4 GEOMF

Weighted regularized matrix factorization has shown its superiority in most implicit feedback
datasets. However, due to the inclusion of geographical information of locations, there is
still room for improvement to this algorithm. Although some recent studies have leveraged
spatial clustering phenomenon for improving location recommendation [3, 7, 18, 35], most
of them are almost independent of the procedure for collaborative filtering, particularly,
matrix factorization. The seamless incorporation of geographical modeling into weighted
regularized matrix factorization could be more beneficial. First, it better helps to cope with
the sparsity challenges and location cold-start problems. Second, it helps to understand
how to recommend locations when their geographical information provided, that is, how
to automatically balance between geographical influence and personalized interest-based
preference. To this end, we first propose GeoMF for joint geographical modeling and matrix
factorization.

4.1 Optimization-based Kernel Density Estimation

Matrix factorization is a bilinear model, that is, given one mapping matrix fixed, the objective
function is linear with respect to the other. In practice it resorts to optimization procedures
like alternating least squares and stochastic gradient descent to learn mapping matrices.
For the sake of its seamless incorporation with geographical modeling, we propose weighted
linear regression for two-dimensional kernel density estimation in the task of geographical
modeling. It involves two key concepts: user activity areas and location influential areas.
Roughly speaking, user activity areas consist of spatial regions where the user will show
up, and location influential areas are those spatial regions to which the influence of the
location can be propagated. More specifically and formally, assuming the areas are obtained
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Fig. 1. Generating an influence area vector for a location 𝑙𝑖. The depth of color on each grid represents
quantity of influence.

by splitting the whole world into 𝐹 spatial grids of even-size, denoted as 𝒢 = {𝑔1, 𝑔2, ..., 𝑔𝐹 },
we have the following definitions:

Definition 4.1 (User Activity Areas). A user’s activity areas include a set of spatial grids
where the user may show up with non-negative possibilities.

We represent activity areas of a user 𝑎𝑢 as a non-negative vector x𝑢 = [𝑥𝑢,𝑗 ] ∈ R𝐹
≥0. Each

entry 𝑥𝑢,𝑗 indicates the possibility with which this user will appear in the grid 𝑔𝑗 ∈ 𝒢.

Definition 4.2 (Location Influential Areas). Influential areas of a location consist of a
collection of spatial grids to which the influence of this location can be propagated.

We also represent influential areas of a location 𝑙𝑖 by a non-negative vector y𝑖 ∈ R𝐹
≥0,

where each entry 𝑦𝑖,𝑗 indicates how much influence is propagated to the spatial grid 𝑔𝑗 ∈ 𝒢
from the location 𝑙𝑖. Usually, influential areas are different from location to location. For
simplicity, we assume the influence areas of a location are fixed in advance and have a normal
distribution centered at this location. In particular, the influence propagated to a grid 𝑔𝑗
from a location 𝑙𝑖 is defined as 𝑦𝑖,𝑗 =

1
𝜎𝐾(

𝑑𝑖,𝑗

𝜎 ), where 𝐾(·) is standard normal distribution,
𝜎 is standard deviation and 𝑑𝑖,𝑗 represents geographical distance between location 𝑙𝑖 and
the center of the spatial grid 𝑔𝑗 . Figure 1 shows an example of such a setting.
The advantage of setting the influential areas in this way is that inner product between

x𝑢 and y𝑖 represents two-dimensional kernel density estimation on a user’s visited locations.
Especially, according to kernel density estimation, the density of a user 𝑎𝑢 at a location 𝑙𝑖 is
estimated by

𝑓𝜎(𝑖) =
1

𝜎𝑛𝑢

∑︁
𝑙′𝑖∈ℒ

𝑐𝑢,𝑖′𝐾(
𝑑𝑖,𝑖′

𝜎
). (3)

where 𝑛𝑢 =
∑︀

𝑖′ 𝑐𝑢,𝑖′ . If locations in ℒ are mapped into spatial grids 𝒢, this estimation
becomes

𝑓𝜎(𝑖) =
∑︁
𝑔𝑗∈𝒢

𝑛𝑢,𝑗

𝜎𝑛𝑢
𝐾(

𝑑𝑖,𝑗
𝜎

), (4)

where 𝑛𝑢,𝑗 =
∑︀

𝑙′𝑖∈ℒ 𝛿(𝑙𝑖′ ∈ 𝑔𝑗)𝑐𝑢,𝑖′ is the visit frequency of the user 𝑎𝑢 to the spatial grid

𝑔𝑗 while 𝛿(𝑙𝑖′ ∈ 𝑔𝑗) means the location 𝑙𝑖 falls into the spatial grid 𝑔𝑗 . At this moment, by
setting x𝑢 being proportional to the visit frequency to the corresponding grid such that
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𝑥𝑢,𝑗 =
𝑛𝑢,𝑗

𝜎𝑛𝑢
, the estimated density of the user 𝑎𝑢 at the location 𝑙𝑖 equals the inner product

x𝑇
𝑢y𝑖. For the sake of taking the characteristic of implicit feedback1 into account, instead of

assigning x𝑢 empirical frequency, we treat it as a variable and learn it by optimizing the
following objective function (dubbed GeoWLS [16]),

min
X

‖W∘ 1
2 ⊙ (R−XY𝑇 )‖2𝐹 + 𝜆‖X‖1,

subject to X ≥ 0
(5)

where we stack activity area vector of each user by row to obtain a user activity area matrix
X ∈ R𝑀×𝐹

≥0 and stack influential area vector of each location by row to obtain a location

influential area matrix Y ∈ R𝑁×𝐹
≥0 . ‖X‖1 is a ℓ1 norm of the matrix X, encouraging a

sparse solution for user activity areas [23]. The underlying reasons of imposing sparsity
regularization on user activity areas are two-fold: first, users are usually constrained around
several long-stay locations, such as, home or working places; second, it can also improve
the effectiveness and the efficiency of recommendation, as shown in the previous conference
paper [16].

4.2 Joint Model

Recall that in the matrix factorization model, the preference of the user 𝑎𝑢 for the location 𝑙𝑖
is expressed by p𝑇

𝑢q𝑖, so geographical modeling becomes consistent with matrix factorization,
making seamless combination possible. In particular, we leverage X and Y to respectively
augment user latent factors P and location latent factors Q in the factorization model, as
shown in Figure 2. Then the estimated preference matrix for the proposed GeoMF model is
formulated as follows:

R̂ =
[︀
P,X

]︀ [︂Q
Y

]︂𝑇
= PQ𝑇 +XY𝑇 (6)

One reason for such an explicit augmentation with geographical information is that there
is still no evidence showing that the latent space has already included them. In this way,
a user’s preference for a location is modeled as an inner product in the augmented space
and thus includes both interest-based preference of the user from the latent space and
geographical preference for the location. If geographical preference of one user for a location
is non-zero, her activity areas intersect with the influential areas of the location so that the
location is reachable from her activity areas.

4.3 Optimization

After augmentation, in addition to P and Q, we are also required to learn X by minimizing
the following objective function:

min
P,Q,X

‖W∘ 1
2 ⊙ (R−PQ𝑇 −XY𝑇 )‖2𝐹 + 𝛾(‖P‖2𝐹 + ‖Q‖2𝐹 ) + 𝜆‖X‖1,

subject to X ≥ 0
(7)

The minimization of this objective function is achieved by an alternating optimization
scheme. It consists of one procedure to take turn learning latent factors for users and
locations when fixing X, and another one involving sparse and non-negative weighted least
squares with respect to X when fixing all latent factors. In each procedure, the objective
function is non-increasing due to minimization, and thus the iteration of such an alternating

1The necessity has been evaluated in the previous conference paper [16]
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Fig. 2. The framework of GeoMF.

optimization can guarantee the non-increase of the objective function. Hence, such an
alternating optimization algorithm can converge after some rounds of iterations.

4.3.1 Learning Latent Factors. When fixing user activity area matrix X, the optimization
of Eq (7) with respect to user/item latent factors is similar to alternating least squares in
weighted regularized matrix factorization discussed previously. More specifically, the latent
factor p𝑢 of a user 𝑎𝑢, corresponding to the u-th row of P, is updated based on

p𝑢 = (Q𝑇W𝑢Q+ 𝛾I𝐾)−1
(︀
Q𝑇W𝑢(r𝑢 −Yx𝑢)

)︀
(8)

where W𝑢 is an 𝑁 ×𝑁 diagonal matrix, subject to 𝑊𝑢
𝑖,𝑖 = 𝑤𝑢,𝑖. Here, since we have set the

same weight, i.e., 1 to the unvisited locations, there is a trick to speed up its calculation [11]

by making use of W𝑢 = W̃𝑢 + I𝑁 such that �̃�𝑢
𝑖,𝑖 is non-zero only if 𝑟𝑢,𝑖 ̸= 0. In particular,

Q𝑇W𝑢Q = Q𝑇W̃𝑢Q+Q𝑇Q. In this case, the second part is independent of users so that
it can be precomputed, costing 𝒪(𝑁𝐾2), while the first part only requires 𝒪(‖r𝑢‖0𝐾2),
being in proportion to the number of visited locations of the user 𝑎𝑢. Here ℓ0 norm of
matrix (vector) is the number of non-zero entries in this matrix (vector). For the inverse of
a 𝐾 ×𝐾 matrix, we assume it requires 𝒪(𝐾3) time even though more efficient algorithms
exist, particularly for a positive-semidefinite matrix, but probably are less relevant for the
typically small values of 𝐾. Applying the similar trick to calculate the other part

Q𝑇W𝑢(r𝑢 −Yx𝑢) = Q𝑇W𝑢r𝑢 −Q𝑇W̃𝑢Yx𝑢 −Q𝑇Yx𝑢

where the right most term could be precomputed for all users, costing 𝒪
(︀
(‖X‖0 + ‖Y‖0)𝐾

)︀
.

If first computing (W̃𝑢Y)x𝑢, the second term costs 𝒪(‖r𝑢‖0‖x𝑢‖0 + ‖r𝑢‖0𝐾). The first
term is computationally less than another two terms, only costing 𝒪(‖r𝑢‖0𝐾). Completing
the final matrix multiplication between the inversed matrix and the resultant vector requires
𝒪(𝐾2) time. Therefore, it totally costs 𝒪

(︀
‖r𝑢‖0(𝐾2 + ‖x𝑢‖0) + 𝐾3

)︀
to update latent

factors for the user 𝑎𝑢, without taking pre-computation overhead into account. When
we update all users’ latent factors in sequence, the overall worst-case time complexity is
𝒪
(︀
‖R‖0𝐾2 +𝑀𝐾3 + (‖X‖0 + ‖Y‖0)𝐾 + ‖X‖0‖R‖0,∞

)︀
, where we borrow the notation of

ℓ2,1 norm of matrices to denote ‖R‖0,∞ = max𝑢 ‖r𝑢‖0. It is worth noting that there is no
independence of updating latent factors among different users, so that it is possible to resort
to parallel updating for acceleration.

Similarly, we update the latent factor q𝑖 of a location 𝑙𝑖, corresponding to the i-th row of
Q, by:

q𝑖 = (P𝑇W𝑖P+ 𝛾I)−1
(︀
P𝑇W𝑖(r𝑖 −Xy𝑖)

)︀
(9)
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where W𝑖 is an 𝑀 × 𝑀 diagonal matrix, subject to 𝑊 𝑖
𝑢,𝑢 = 𝑤𝑢,𝑖. Applying the similar

optimization trick, we can complete the update of latent factors for all locations in sequence
in 𝒪

(︀
‖R‖0𝐾2 +𝑁𝐾3 + (‖X‖0 + ‖Y‖0)𝐾 + ‖Y‖0‖R𝑇 ‖0,∞

)︀
.

In summary, the total complexity of updating latent factors in one iteration is 𝒪
(︀
‖R‖0𝐾2+

(𝑀+𝑁)𝐾3+‖X‖0(𝐾+‖R‖0,∞)+‖Y‖0(𝐾+‖R𝑇 ‖0,∞)
)︀
. It is easy to note that the sparsity

structure of both X and Y is also important for the efficiency of updating these latent
factors. Hence, at the same time of imposing ℓ1 norm on the user activity area matrix X,
we also assume that two-dimensional normal distribution for generating location influential
areas is truncated. In other words, only those areas within a certain threshold of distance
(i.e., 𝑑 km) from a location are considered its influential areas. This is reasonable to some
extent since normal distribution usually decays quickly with the increase of the distance
from its center.

4.3.2 Learning User Activity Areas. Now let’s turn to learning the user activity area
matrix X. When fixing user/item latent factors, the objective function in Eq (7) with
respect to X is similar to a sparse and non-negative weighted least squares problem, which
can be further generalized as a bounded-variable least squares problem [12]. Such kinds of
problems have been solved by several approaches, including active set method [12], sequential
coordinate-wise algorithm [6], and projected gradient descent method [17]. Among these
methods, projected gradient descent is highly efficient and has been extensively studied in
non-negative matrix factorization, which can also be cast into two sub-problems related to
non-negative least squares [17]. The general idea of the projected gradient descent algorithm
is to update parameters by gradient descent and then to project the updated ones into
feasible regions defined by bound constraints. Nevertheless, the choice of learning rate in
gradient descent needs to guarantee that the projected parameters can sufficiently decrease
the objective function in Eq (7). Thus we leverage the methods proposed in [17] to update
the user activity area matrix. However, due to the existence of the weighting matrix, the
gradient of Eq (7) with respect to X is a full matrix. It is impractical to update all the
parameters at one time. Hence, we instead update each user’s activity areas independently.

Let’s rewrite the objective function with respect to activity area vector of a user 𝑎𝑢 and
discard the irrelevant terms,

Ω(x𝑢) = ‖(W𝑢)∘
1
2 (r𝑢 −Qp𝑢 −Yx𝑢)‖22 + 𝜆‖xu‖1

subject to x𝑢 ≥ 0
(10)

The gradient of Ω(x𝑢) with respect to x𝑢 is

∇Ω(x𝑢) = Y𝑇W𝑢Yx𝑢⏟  ⏞  
∇1

+𝜆−Y𝑇W𝑢(r𝑢 −Qp𝑢)⏟  ⏞  
∇2

. (11)

Note that ∇1 = Y𝑇W̃𝑢Yx𝑢+Y𝑇Yx𝑢, where the first term costs 𝒪(‖r𝑢‖0‖x𝑢‖0+‖r𝑢‖0𝑛�̄�)
and the second term costs 𝒪(‖x𝑢‖0𝐹 ) by pre-computing Y𝑇Y. Here we assume there are
the approximate same number of influential areas of different locations, denoted by 𝑛�̄�.
This could be true when the spatial grids are sufficiently small. And ∇2 = 𝜆−Y𝑇W𝑢r𝑢 +
Y𝑇W̃𝑢Qp𝑢+Y𝑇Qp𝑢, costing 𝒪(‖r𝑢‖0𝑛�̄�+𝐹𝐾+ ‖r𝑢‖0𝐾) by pre-computing Y𝑇Q. Based
on this gradient, we update x𝑢 as follows:

x(𝑡+1)
𝑢 = 𝑃+(x

(𝑡)
𝑢 − 𝛼∇Ω(x(𝑡)

𝑢 )) (12)
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where the initial x
(0)
𝑢 is set as zero and 𝑃+(x) is a function to project a vector x ∈ R𝐹 onto

its non-negative orthant R𝐹
≥0. In particular,

𝑃+(𝑥𝑗) =

{︃
𝑥𝑗 if 𝑥𝑗 > 0

0 otherwise
, 𝑔𝑗 ∈ 𝒢 (13)

The learning rate, 𝛼 is chosen so as to ensure the sufficient decrease of Ω(x𝑢), i.e.,

Ω(x(𝑡+1)
𝑢 )− Ω(x(𝑡)

𝑢 ) ≤ 𝜀∇Ω(x(𝑡)
𝑢 )𝑇 (x(𝑡+1)

𝑢 − x(𝑡)
𝑢 ) (14)

where 𝜀 is a parameter of this condition and commonly set as 0.01. Since Ω(x𝑢) is a quadratic
function with respect to x𝑢, this condition can be quickly evaluated via the gradient and

Hessian matrix (∇2Ω(x
(𝑡)
𝑢 ) = Y𝑇W𝑢Y), that is,

(1− 𝜀)∇Ω(x(𝑡)
𝑢 )𝑇∆x(𝑡)

𝑢 +
1

2
∆x(𝑡)

𝑢

𝑇
∇2Ω(x(𝑡)

𝑢 )∆x(𝑡)
𝑢 ≤ 0 (15)

where ∆x
(𝑡)
𝑢 = x

(𝑡+1)
𝑢 − x

(𝑡)
𝑢 . In this case, in each step, although the objective function has

decreased sufficiently, it requires repeatedly searching for a valid learning rate based on some
heuristic rules. Assume #𝑡𝑟𝑖𝑎𝑙𝑠 is the number of trials for searching the valid learning rate.
Then during searching the valid learning rate, the following two observations could make it
fast to compute projected gradient.

Observation 1. If 𝑥
(𝑡)
𝑢,𝑗 = 0 and [∇Ω(x

(𝑡)
𝑢 )]𝑗 > 0, then 𝑥

(𝑡+1)
𝑢,𝑗 = 0,∀𝑡 ∈ [0,#𝑡𝑟𝑖𝑎𝑙𝑠]

according to Eq (12), where [∇Ω(x
(𝑡)
𝑢 )]𝑗 ,

𝜕Ω(x𝑢)
𝜕𝑥𝑢,𝑗

|
x𝑢=x

(𝑡)
𝑢
.

Observation 2. If x
(0)
𝑢 = 0, then 𝑥

(𝑡)
𝑢,𝑗 = 0,∀𝑡 ∈ [2,#𝑡𝑟𝑖𝑎𝑙𝑠] if 𝑥

(1)
𝑢,𝑗 = 0.

Proof. If x
(0)
𝑢 = 0, then [∇2]𝑗 > 0 if 𝑥

(1)
𝑢,𝑗 = 0, according to Observation 1. And following

Eq (11), [∇Ω(x
(𝑡)
𝑢 )]𝑗 = [∇2]𝑗 + y𝑇

𝑗 W
𝑢Yx

(𝑡)
𝑢 > 0,∀𝑡 ∈ [1,#𝑡𝑟𝑖𝑎𝑙𝑠] since each vector/matrix

of y𝑇
𝑗 W

𝑢Yx
(𝑡)
𝑢 is non-negative. Then recursively applying Observation 1, we can complete

the proof. �

Based on Observation 2, it is obvious that the following observation could be satisfied.

Observation 3. ∀𝑡 ∈ [2,#𝑡𝑟𝑖𝑎𝑙𝑠], ‖x(𝑡)
𝑢 ‖0 ≤ ‖x(1)

𝑢 ‖0.

However, there is no deterministic relationship between ‖x(𝑡)
𝑢 ‖0 and ‖x(𝑡+1)

𝑢 ‖0. This is
because we may not only add relevant activity areas but also remove some redundant activity
areas. By comparing kernel density estimation in Fig 8(a) of one sample user’s visited
locations with Fig 8(c) which plots user activity area learned from GeoMF, we can clearly
see this two possibilities.

And note that ‖x(1)
𝑢 ‖0 depends on the parameter 𝜆, so 𝜆 determines the sparsity level of

activity areas of each user. Hence it further determines the time complexity of computing
activity areas for each user. In the following, for the sake of making complexity analysis easy,
we assume ‖X‖0 is known in advance.

Complexity Analysis. The time complexity analysis of gradient computation in Eq (11)
shows that it costs 𝒪(‖r𝑢‖0‖x𝑢‖0 + ‖x𝑢‖0𝐹 + ‖r𝑢‖0𝑛�̄� + 𝐹𝐾 + ‖r𝑢‖0𝐾) without pre-

computation overhead. Due to ‖∆x
(𝑡)
𝑢 ‖0 ≤ ‖x(1)

𝑢 ‖0,∀𝑡 ≥ 2, the evaluation of sufficient
decrease condition doesn’t cost as much as the computation of projected gradient. Assume
that #𝑖𝑡𝑒𝑟 is the number of iterations for projected gradient descent, when we perform
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an updating operation for each user in sequence (it can be done in parallel), the overall
complexity is 𝒪

(︀
#𝑖𝑡𝑒𝑟×#𝑡𝑟𝑖𝑎𝑙𝑠×

(︀
‖X‖0‖R‖0,∞+‖X‖0𝐹 +𝑀𝐹𝐾+‖R‖0(𝑛�̄�+𝐾)

)︀)︀
. Here,

we once again observe the sparse structure of user activity areas plays an important role in
improving efficiency of learning algorithms.

Connection with Kernel Density Estimation. When users’ preference for locations
are not taken into account and activity area vector x𝑢 of a user 𝑎𝑢 is initialized to zero,

x
(1)
𝑢 = 𝛼𝑃+(Y

𝑇W𝑢r𝑢 − 𝜆). Therefore, after the first iteration, activity areas of the user 𝑎𝑢
includes the regions that can be directly reached from the user’s visited locations by means
of Y. And the possibility of showing up in a spatial grid depends on the visit frequency via
the weighting matrix W𝑢. Thus, the update in this first iteration is similar to kernel density
estimation except that it is subject to a sufficient decrease of Ω(x𝑢). In the subsequent
iterations, her activity areas are expanded or shrunken due to Y𝑇W𝑢Y under the condition
of decreasing Ω(x𝑢). It is worth noting that Y𝑇W𝑢Y actually encodes the personalized
spatial correlation between grids.

5 GEOMF++

In spite of excellent explainability, GeoMF suffers from computational issues when the
number of spatial grids (𝐹 ) is large, according to the analysis of time complexity. To
overcome the computational issues, we further propose GeoMF++ by mapping each spatial
grid into a low-dimensional latent space. The subsequent analysis to GeoMF++ reveals its
strong connection with two other widely-used algorithms for joint geographical modeling
and matrix factorization.

5.1 Loss Function

For making GeoMF++ more flexible and scalable, each spatial grid is simply mapped into
the same latent space as that formed by weighted regularized matrix factorization, as shown
in Fig 3. Therefore, we can not only add them into location latent factor but also take their
dot product with user latent factor to represent user preference for spatial grids. Denoting
the mapping matrix from spatial grids to the latent space is V ∈ R𝐹×𝐾 , user preference
matrix R is then estimated by

R̂ = PQ𝑇 +P(YV)𝑇 = P(Q+YV)𝑇 =
[︀
P,P

]︀ [︂ Q
YV

]︂𝑇
Such an estimation could have the following three ways of explanation. First, each user’s
preference for locations does not only include both interest-based preference but also
geographical preference. Second, each location latent factor includes random effect of both
location itself and influential areas. Third, similar to GeoMF, we augment location latent
factor with YV, a linear mapping image of Y. However, we don’t augment user latent
factor with XV since X is unknown. In principle, we can augment user latent factor with
any matrix of the same size as P. Choosing P can reduce the number of parameters and
thus decrease model complexity of GeoMF++. Besides, it also simplifies the optimization
procedure, as shown in the next subsection.
Based on such an estimation of the preference matrix, we then formulate the objective

function as follows:

min
P,Q,V

‖W∘ 1
2 ⊙ (R−P(Q+VY)𝑇 )‖2𝐹 + 𝛾𝑃 ‖P‖2𝐹 + 𝛾𝑄‖Q‖2𝐹 + 𝜂‖V‖2𝐹 , (16)
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Fig. 3. The framework of GeoMF++.

Note that compared to WRMF, the regularized coefficient of P is distinguished from that of
Q, since Q should not be varied as much as P when there is auxiliary spatial information
provided for locations. This is very close to feature-based matrix factorization [2] except
that GeoMF++ has taken the characteristics of implicit feedback into account in a better
way. Following the suggestion in [14], we introduce another matrix variable Q̂ = Q+YV,
and then simplify Eq (16) as

min
P,Q̂,V

‖W∘ 1
2 ⊙ (R−PQ̂𝑇 )‖2𝐹 + 𝛾𝑃 ‖P‖2𝐹 + 𝛾𝑄‖Q̂−YV‖2𝐹 + 𝜂‖V‖2𝐹 . (17)

Now it is close to regression-based latent factor models [1], and in this case the optimization
can be easily achieved by alternating least squares with respect to these three parameters.
When convergent, we can employ Q = Q̂ −YV to obtain the random effect of locations
themselves.

5.2 Optimization

Fixing Q̂, we derive the gradient of Eq (17) with respect to p𝑢 and set it to zero. Due to
being quadratic with respect to p𝑢, we can obtain the closed update formulation for latent
factor of the user 𝑎𝑢,

p𝑢 = (Q̂𝑇W𝑢Q̂+ 𝛾𝑃 I𝐾)−1Q̂𝑇W𝑢r𝑢 (18)

Similarly, fixing P and V, we can derive the closed updating formulation for latent factor
q̂𝑖 of the location 𝑙𝑖 as follows:

q̂𝑖 = (P𝑇W𝑖P+ 𝛾𝑄I𝐾)−1(P𝑇W𝑖r𝑖 + 𝛾𝑄V
𝑇y𝑖) (19)
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Here we see that q̂𝑖 indeed captures the effect of its visit history and influential areas, whose
balance is determined by 𝛾𝑄.

Finally, fixing Q̂, we can derive the gradient with respect to V, and set it to zero. Then
the updating formulation for V involves solving the system of linear equations as follows:

(Y𝑇Y +
𝜂

𝛾𝑄
I𝐹 )V = Y𝑇 Q̂, (20)

If directly inversing a sparse matrix Y𝑇Y of size 𝐹 × 𝐹 for solving the system of linear
equations, we may still suffer from computational issues. Hence, a much more practical
solution is to leverage conjugate gradient descent, since it does not explicitly pre-compute
and store the coefficient matrix Y𝑇Y, and only depends on the multiplication between these
matrices.

Complexity Analysis. According to previous analysis, the time complexity of updating
each row of P in sequence according to Eq (18) and each row of Q̂ in sequence according
to Eq (19) is 𝒪

(︀
‖R‖0𝐾2 + (𝑀 + 𝑁)𝐾3 + ‖Y‖0𝐾

)︀
. The time complexity of conjugate

gradient descent for solving the system of linear equations is 𝒪(‖Y‖0𝐾#𝑖𝑡𝑒𝑟), where #𝑖𝑡𝑒𝑟
is the number of iterations of conjugate gradient descent to reach a given threshold of
approximation error. Therefore, the overall complexity of GeoMF++ at each iteration is
𝒪
(︀
‖R‖0𝐾2 + (𝑀 + 𝑁)𝐾3 + ‖Y‖0𝐾#𝑖𝑡𝑒𝑟

)︀
. It is worth noting that p𝑢 and q̂𝑖 could be

updated by entry-wise coordinate descent [9], so that the inverse of 𝐾 ×𝐾 matrix could
be avoided. Hence, based on entry-wise coordinate descent algorithms, the time complexity
of each iteration is 𝒪

(︀
‖R‖0𝐾 + (𝑀 + 𝑁)𝐾2 + ‖Y‖0𝐾#𝑖𝑡𝑒𝑟

)︀
, but it may require more

iterations for convergence. Besides, more importantly, there is no dependence of updating
latent factors among users and among locations given V fixed, so that parallel computing
techniques could be exploited for further speedup.

5.3 Recovering User Activity Areas

Since q̂𝑖 indeed captures the effect of its visit history and influential areas, the dependence of
p𝑢 on Q̃ = [q̃1, · · · , q̃𝑁 ] will lead to the dependence of p𝑢 on not only her visited locations
but also all influential areas of her visited locations. Hence, it is possible to recover user
activity areas x𝑢 from p𝑢 via the following sparse and non-negative least squares problem:

min
x𝑢

1

2
‖p𝑢 −V𝑇x𝑢‖22 + 𝛽

∑︁
𝑖

𝑥𝑢,𝑖

subject to 𝑥𝑢,𝑖 ≥ 0,∀𝑙𝑖 ∈ ℒ
(21)

Here we can still leverage projected gradient descent for learning user activity areas x𝑢. One
example of user activity areas recovered from her latent factors has been shown in Fig 8(d).
By comparing it with kernel density estimation in Fig 8(a) of this user’s visited locations,
we see that the recovered user activity areas are meaningful and reasonable to some extent.
It is worth mentioning that x𝑢 is not used for location recommendation any more, thus
the efficiency of learning activity areas for all users doesn’t affect training efficiency of
GeoMF++.

5.4 Connection with Other Models

We have shown the relationship of GeoMF++ with feature-based matrix factorization [1, 2],
so that location influential areas are actually considered as features of locations. In the
following, we will show its strong connection with another two widely-used models for joint
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geographical modeling and matrix factorization. Both of them take geographical influence into
account by incorporating distance between locations. However, distance has been required
to convert similarity for further use. In particular, according to [13, 22], the similarity 𝑠𝑖,𝑖′

between locations 𝑙𝑖 and 𝑙𝑖′ is usually computed as follows:

𝑠𝑖,𝑖′ =

⎧⎨⎩𝑒−
𝑑2
𝑖,𝑖′
4𝜎2 , if 𝑑𝑖,𝑖′ < 𝜖

0, otherwise
(22)

where 𝑑𝑖,𝑖′ denotes the distance between them, and 4𝜎2 is used instead of 𝜎2 for conveniently
establishing the connection. Note that because similarity decays exponentially with the
increase of squared distance, it sets a cut-off point 𝜖 to not take distant locations into account.
Importantly, this makes similarity matrix S = [𝑠𝑖,𝑖′ ] sparse, and thus reduces the time and
space complexity of any algorithm based on the similarity matrix.

5.4.1 Connection with Neighbor Additive Models. The first model estimates the preference
matrix R = [𝑟𝑢,𝑖] by 𝑟𝑢,𝑖 = 𝑟𝑢,𝑖 +

∑︀
𝑖′ 𝑠𝑖,𝑖′𝑟𝑢,𝑖′ , where 𝑟𝑢,𝑖 = p𝑇

𝑢q𝑖. Hence, it is a hybrid
model which combines content-based filtering with collaborative filtering. Rewriting the
estimated preference in a matrix form, we have R̂ = P(Q+ SQ)𝑇 , so that user preference
for a location takes its neighbor locations into account in a linear way. Hence, we call it
Neighbor Additive Models (NAM).

To establish the connection of GeoMF++ with NAM, we first derive a close relationship
between the similarity matrix S and the location influential area matrix Y, which could be
stated in the following theorem.

Theorem 5.1. Assume the influential areas are restricted within 𝑟 = 𝜖
2 from locations. If

𝑒−
𝜖2

4𝜎2 → 0, then y𝑇
𝑖 y𝑖′ → 1

2Δ𝐴𝑠𝑖,𝑖′ , where ∆𝐴 is the area of any grid 2.

Proof. If the distance between two locations is larger than 𝜖, their influential areas
don’t intersect with each other, so y𝑇

𝑖 y𝑖′ = 0 = 1
2Δ𝐴𝑠𝑖,𝑖′ . Hence the approximation is exact.

Otherwise, the dot product between them corresponds to the summation of 𝑦𝑖,𝑗𝑦𝑖′,𝑗 over
any grid 𝑔𝑗 within the intersection of their respective influential areas, as shown in Fig 4(a).
Due to symmetric, we split it into four parts and focus on a upper right corner Ω.

y𝑇
𝑖 y𝑖′ =

2

Δ𝐴𝜋𝜎2

∑︁
𝑔𝑗∈Ω

𝑒
−

𝑑2𝑖,𝑗+𝑑2
𝑖′,𝑗

2𝜎2 Δ𝐴

≈ 2

Δ𝐴𝜋𝜎2

∫︁∫︁
Ω

𝑒
−

𝑑2𝑖,𝑗+𝑑2
𝑖′,𝑗

2𝜎2 𝑑𝑥𝑑𝑦

where the last approximation is based on assumption that ∆𝐴 is sufficiently small. Then we
transfer the Cartesian coordinate system to a polar coordinate system, which is established
at the middle of two locations as in Fig 4(a). Assuming grid 𝑙𝑗 located at angle 𝜃, its

maximum distance from origin is 𝜌(𝜃) =

√︁
4𝑟2−𝑑2

𝑖,𝑖′ sin
2 𝜃−𝑑𝑖,𝑖′ cos 𝜃

2 , which is determined by

2The grid size should be sufficiently small so that the density within one grid is almost the same.
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using 𝜌(𝜃)
2
+ (

𝑑𝑖,𝑖′

2 )2 + 𝑑𝑖,𝑖′𝜌(𝜃) cos 𝜃 = 𝑟2

y𝑇
𝑖 y𝑖′ =

2

∆𝐴𝜋𝜎2

∫︁ 𝜋
2

0

𝑑𝜃

∫︁ 𝜌(𝜃)

0

𝜌𝑒−
2𝜌2+

𝑑2
𝑖,𝑖′
2

2𝜎2 𝑑𝜌

=
1

∆𝐴𝜋
𝑒−

𝑑2
𝑖,𝑖′
4𝜎2

∫︁ 𝜋
2

0

𝑑𝜃

∫︁ 𝜌(𝜃)

0

𝑒−
𝜌2

𝜎2
1

𝜎2
𝑑𝜌2

=
1

∆𝐴𝜋
𝑒−

𝑑2
𝑖,𝑖′
4𝜎2

∫︁ 𝜋
2

0

𝑑𝜃

∫︁ 𝜌(𝜃)

0

𝑒−
𝜌2

𝜎2
1

𝜎2
𝑑𝜌2

=
1

∆𝐴𝜋
𝑒−

𝑑2
𝑖,𝑖′
4𝜎2

∫︁ 𝜋
2

0

(1− 𝑒−
𝜌(𝜃)2

𝜎2 )𝑑𝜃

=
1

∆𝐴𝜋
𝑒−

𝑑2
𝑖,𝑖′
4𝜎2

(︀𝜋
2
− 𝑒−

𝑟2

𝜎2

∫︁ 𝜋
2

0

𝑒−
𝛼(𝜃)

4𝜎2 𝑑𝜃
)︀

where 𝛼(𝜃) = 𝑑2𝑖,𝑖′ cos 2𝜃 − 2𝑑𝑖,𝑖′ cos 𝜃
√︁
4𝑟2 − 𝑑2𝑖,𝑖′ sin

2 𝜃.

Since 𝑒−
𝑟2

𝜎2 → 0, y𝑇
𝑖 y𝑖′ → 1

2Δ𝐴𝑒−
𝑑2
𝑖,𝑖′
4𝜎2 = 1

2Δ𝐴𝑠𝑖,𝑖′ �

From the theorem, it directly follows that
y𝑇
𝑖 y𝑖′

‖y𝑖‖2‖y𝑖′‖2
→ 𝑠𝑖,𝑖′ . In order to see how well the

similarity could be approximated, we compare them empirically using grids of size about
250𝑚 × 250𝑚. The empirical results in Fig 4(b) show that they are consistent with the
theoretical results.

If we rewrite this theorem via matrices, we have

S ≈ 2∆𝐴YY𝑇 . (23)

This means that we can approximate the similarity S via location influential areas Y.
Based on this decomposition of S, we will show that GeoMF++ is strongly connected
with NAM. In particular, if we introduce a new matrix V = 2∆𝐴Y𝑇Q in the NAM, then

Q̂
𝑑𝑒𝑓
= Q+ SQ = Q+YV, and the objective function of NAM becomes

min
P,Q̂,V

‖W∘ 1
2 ⊙ (R−PQ̂𝑇 )‖2𝐹 + 𝛾𝑃 ‖P‖2𝐹 + 𝛾𝑄‖Q̂−YV‖2𝐹

subject to (Y𝑇Y +
1

2∆𝐴
I𝐹 )V = Y𝑇 Q̂

Note that the equality constraint is equivalent to minV ‖Q̂−YV‖2𝐹 + 1
2Δ𝐴‖V‖2𝐹 . Therefore,

if alternating optimization is exploited after scalarizing this two-objective problem, that is
to update P, Q̂ and V in turns in NAM, it is almost the same as GeoMF++ except that
the regularization coefficient of ‖V‖2𝐹 changes.

5.4.2 Connection with Graph Regularized Models. In graph regularized models, the sim-
ilarity matrix S is used for constructing graph Laplacian regularizer, tr(Q′(D − S)Q) =
1
2

∑︀
𝑖,𝑖′ 𝑠𝑖,𝑖′‖q𝑖 − q𝑖′‖22, such that latent factors of more similar locations are closer to each

other. Here D is a diagonal matrix, subject to 𝑑𝑖,𝑖 =
∑︀

𝑖′ 𝑠𝑖,𝑖′ . Therefore, extending WRMF,
the graph Laplacian regularized model, called GWMF, optimizes the following objective
functions:

min
P,Q

‖W∘ 1
2 ⊙ (R−PQ𝑇 )‖2𝐹 + 𝛾(‖P‖2𝐹 + 𝛾‖Q‖2) + 𝜉tr(Q𝑇 (D− S)Q), (24)
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Fig. 4. (a) The illustration for proving Theorem 5.1. (b) The comparison of cosine similarity of influential
area vector between locations 𝑙𝑖 and 𝑙′𝑖 v.s. distance with 𝑠𝑖,𝑖′ (Exp2). “Analytic” exploits numeric
computation of integral while ’Approx’ directly uses the dot product of influential area vector. “LB” and
“UB” corresponds to its lower bound and upper bound by changing the integral zone to the inner dot
circle and outer dot circle in (a).

Setting the gradient with respect to q𝑖 to zero, we can derive the analytic solution for
updating q𝑖 when p𝑢 fixed,

q𝑖 = (P𝑇W𝑖P+ (𝛾 + 𝜉𝑑𝑖,𝑖)I𝐾)−1(P𝑇W𝑖r𝑖 + 𝜉Q𝑇 s𝑖), (25)

Recall that in GeoMF++, the updating formulation of V has a closed form, so that it can be
substituted back to the updating formulation of q̂𝑖. After applying matrix inversion lemma,
we finally get

q̂𝑖 = (P𝑇W𝑖P+ 𝛾𝑄I𝐾)−1(P𝑇W𝑖r𝑖 + 𝛾𝑄Q
𝑇 ŝ𝑖),

where ŝ𝑖 = (YY𝑇 + 𝜂
𝛾𝑄

I𝑀 )−1Yy𝑖 ≈ (S+ 2Δ𝐴𝜂
𝛾𝑄

I𝑀 )−1s𝑖, indicating Ŝ ≈ (S+ 2Δ𝐴𝜂
𝛾𝑄

I𝑀 )−1S.

The relationship between S and Ŝ can be more clear, by using eigenvalue decomposition
of the real symmetric similarity matrix S = UΛU𝑇 , where Λ is a diagonal matrix whose
entries are the eigenvalues of S, and U is an orthogonal matrix whose columns are the
corresponding eigenvectors. Then Ŝ = U(Λ + 2Δ𝐴𝜂

𝛾𝑄
I𝑀 )−1ΛU𝑇 , thus it just shrinks the

eigenvalues to [0,1).

6 EXPERIMENTS

6.1 Datasets

We evaluate the proposed algorithms on two location-based social network datasets. One is
the publicly available Gowalla dataset [5], which contains 6,423,854 check-ins at 1,280,969
locations from 107,092 users, where each user has 60 check-ins and checks in at 37 locations
on average. The other one is a self-crawled Jiepang dataset, which contains 3,464,798
check-ins at 213,684 locations from 55,650 users. This subset was first collected by crawling
all Beijing points-of-interest (POIs) and then aggregating all check-ins from users who have
checked in at any of these Beijing locations. In this dataset, each user made 62 check-ins
on average and these check-ins are dispersed at 16 locations on average. In both datasets,
we select locations that are visited by at least 10 users and users who have visited at least
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10 distinct locations. The statistics of these two datasets after preprocessing are shown in
Table 1.

Table 1. Data statistics of two datasets after preprocessing

Dataset #check-ins #users #locations density

Gowalla 3,487,258 72,953 131,328 1.75e-04
Jiepang 2,985,136 29,763 41,222 1.30e-03

6.2 Evaluation Framework

In the evaluation, we investigate the effectiveness and efficiency of the proposed algorithms
for incorporating geographical information. Following [30], we conduct evaluation from the
perspectives of in-matrix recommendation and out-of-matrix recommendation. The former
task, corresponding to a warm-start scenario, can be addressed by collaborative filtering
techniques, while the latter task corresponds to the well-known location cold-start problem
in recommendation and cannot resort to collaborative filtering.

In-matrix recommendation. In this evaluation, we use 5-fold cross-validation. For each
user, we evenly split her all user-location pairs into 5 folds. We then iteratively consider
each fold to be a test set and aggregate the other folds to be a training set. For each fold,
we train the proposed models and baselines on the training set, and test the generated
top-p recommendations against the within-fold locations for each user. We calculate rec-
ommendation performance of testing within each fold and report average performance metrics.

Out-of-matrix recommendation. This evaluation, corresponding to location cold-start
problems, considers the case where a new collection of locations appear and no user has
ever visited them. In this case, we evenly split all locations into 5 folds. For each fold of
locations, we remove visiting history to them and train the recommendation algorithms
on the remaining visiting history. After that, we test the top-p recommendations for each
user against within-fold locations. We also calculate recommendation performance of testing
within each fold and report average performance metrics.

6.3 Evaluation Measures

The learned model is then assessed by its capacity of finding the ground truth locations
for each user among the top-p recommended locations. We exploit Recall and NDCG at
a cut-off 𝑝 for measuring such a capacity. Formally, if we denote the top-p recommended
locations by S𝑢(𝑝), the visited locations of user 𝑎𝑢 by V𝑢, and whether the recommendation
at the position 𝑘 is in the test set by 𝑟𝑒𝑙𝑢,𝑘

𝑅𝑒𝑐𝑎𝑙𝑙@𝑝 =
1

𝑀

𝑀∑︁
𝑢=1

|S𝑢(𝑝) ∩ V𝑢|
|V𝑢|

𝑁𝐷𝐶𝐺@𝑝 =
1

𝑀

𝑀∑︁
𝑢=1

𝐷𝐶𝐺𝑢@𝑝

𝐼𝐷𝐶𝐺𝑢@𝑝
,

(26)

where 𝐷𝐶𝐺𝑢@𝑝 =
∑︀𝑝

𝑘=1
2𝑟𝑒𝑙𝑢,𝑘−1
log2(𝑘+1) and 𝐼𝐷𝐶𝐺𝑢@𝑝 is considered a normalization constant

so that a perfert ordering (i.e. ranking locations by relevance scores) gets 𝑁𝐷𝐶𝐺𝑢@𝑝
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score 1 for the user 𝑎𝑢. Compared to Recall, NDCG puts large emphasis on the top-
ranked recommendation and better suits for assessing top-k recommendation performance.
However, Recall, without discounting ranking positions, could be also used for assessing the
recommendation performance of long-tail locations.

6.4 Parameters Setting

All these parameters are set by 5-fold cross validation. 𝑤𝑢,𝑖 = 1 + log(1 + 𝑐𝑢,𝑖 × 10𝛼)
according to [11]. After searching 𝛼 over {1, 10, 30, 50, 100, 500, 1000, 5000, 10000}, 𝛼 = 30
on the Jiepang dataset and 𝛼 = 1000 on the Gowalla dataset. Note that when 𝛼 >= 500,
this function could not be accurately evaluated due to floating overflow, we simply set
𝑤𝑢,𝑖 = 𝛼 since it is almost not affected by visit frequency. The dimension of the latent
space is set as 150 for all factorization-based algorithms without exception after searching 𝐾
over {50, 100, 150, 200, 250, 300}. We also study the effect of latent space dimension 𝐾. We
search 𝛾𝑄 over {1000, 5000, 10000, 50000, 100000, 500000, 1000000}, and set them as 50, 000
and 500, 000 for the Jiepang dataset and for the Gowalla dataset, respectively. The 𝛾 in
GeoMF and 𝛾𝑃 in GeoMF++ is insensitive, and simply set as 0.01. 𝜆 in GeoMF is set as 10
on the Jiepang dataset and 50 on the Gowalla dataset. The spatial grids are of size about
250𝑚 × 250𝑚, and considered influential areas of a location if they are within 𝑑 = 1𝑘𝑚.
Since 𝜆, grid size and distance threshold have been studied in the conference paper, we do
not present more results about them.

6.5 Baselines

We have proposed GeoMF and GeoMF++3 for joint geographical modeling and matrix
factorization, and compare them with the following baselines.

∙ GWMF, is the graph Laplacian regularized matrix factorization model, which has been
introduced in Section 5.4.2. The efficient of graph Laplacian regularizer is searched over
{0.1, 0.5, 1, 5, 10}.

∙ WRMF [11], weighted regularized matrix factorization, which doesn’t take geographical
modeling into account.

∙ IRenMF [22], a state-of-the-art location recommendation algorithm according to [21] and
is considered Neighbor Additive Models in Section 5.4.1. For fair comparison, locations
within 2km are considered similar in IRenMF since GeoMF++ takes influential areas
within 1km as input. Other parameters are set as default values.

∙ UCF [33], has been studied in location recommendation, where the similarity between
users is related to the number of their common visited locations and the preference of a
user for a location is 0/1, indicating whether the user has visited the location. In other
words, UCF is built based on R.

∙ HPF [8], is a hierarchical Poisson-based matrix factorization and extended from non-
negative matrix factorization by additionally places hierarchical gamma prior on user/item
factors. We use their source code in Github and follow the default settings for parameters.

∙ BPRMF [27], also proposed for recommendation from implicit feedback datasets, op-
timizes a pairwise ranking objective function for learning latent factors. Its important
parameters including learning rate and regularized coefficients are tuned by 5-fold cross
validation.

3The source codes could be downloaded via https://github.com/DefuLian/recsys.git.
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6.6 Results

6.6.1 In-matrix Recommendation. The evaluation results of in-matrix recommendation
are shown in Fig 5, where we set 𝐾 as 50 for GeoMF on the Jiepang dataset, according to
the trend of its performance with respect to the increase of 𝐾 in Fig 6(a). From these four
figures, we have the following observations.
First, GeoMF++ consistently outperforms GeoMF on both datasets in terms of both

Recall and NDCG. This may not only lie in the dimension reduction techniques to figure
out the semantic similarity of spatial grids, but also the usage of simple yet much more
efficient optimization algorithms. More importantly, the application of dimension reduction
techniques allows geographical modeling to be better aligned with matrix factorization,
compared to GeoMF. However, interestingly, as shown in Fig 6(a) and Fig 6(c), when 𝐾 is
small, GeoMF is still better than GeoMF++. This may arise from a much larger dimension
of augmented latent space in GeoMF. With the increase of 𝐾, since more useful information
could be captured, GeoMF++ gradually becomes better and better than GeoMF. Such an
observation aligns with that GeoMF approaches to and even surpass GeoMF++ when more
user-location interaction data are used, as shown in Fig 6(b) and Fig 6(d). It is worth noting
that on the Gowalla dataset, with the increase of 𝐾, it is empirically better to decrease
the 𝛾𝑄. One of the reasons is data sparsity of the Gowalla dataset, so we need put more
emphasis on memorizing more interaction history between users and locations when using
a larger dimension of latent space. This point is consistent with gradual improvement of
recommendation performance of WRMF with the increase of K on the Gowalla dataset.
In contrast, due to higher density of the Jiepang dataset, there is little improvement of
recommendation performance with the increase of K, so that GeoMF++ almost cannot
benefit from lowering 𝛾𝑄 down when increasing 𝐾.

Second, GWMF could not perform as well as GeoMF and GeoMF++. Due to the coupling
of learning location latent factor, GWMF is sensitive to the order of updating. The commonly-
used random order may make GWMF suboptimal. Besides, according to Fig 6(c), though
the recommendation performance of both GWMF and WRMF improves with the increase of
K, WRMF becomes better than GWMF when 𝐾 > 200. This may indicate that fixing the
coefficient of graph Laplacian regularizer along the whole training process may also lead to
the suboptimal solutions. Besides, the same coefficient for graph Laplacian regularizer among
all locations may be also suboptimal. In particular, when some locations have sufficient
interaction data to determine their latent factors, its regularization coefficient should be
smaller so that similar locations take less effect.

Third, IRenMF is also not as well as GeoMF and GeoMF++, and even worse than GWMF.
One of important reasons is that the objective function is difficult to reduce when applying
the accelerated proximal gradient (APG) for updating latent factors of all locations together,
particularly when spatial similarity between locations is taken into account. This again
validates the effectiveness of the proposed alternative optimization algorithm.

Forth, GeoMF++ and GeoMF outperform WRMF, indicating the benefit of knowledge
of geographical information. The superiority of GeoMF++ to GeoMF indicates its more
powerful capacity of geographical modeling within the matrix factorization framework. We
have also tried to training geographical modeling and matrix factorization separately in
GeoMF, in spite of not reporting the results, the recommendation performance is not as good
as the joint approach in GeoMF. Hence, this illustrates the necessity of joint geographical
modeling and matrix factorization.
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Fig. 5. In-matrix evaluation results. Error bars are too small to show.

Fifth, user-based collaborative filtering (UCF) performs well compared to WRMF, in
particular for the sparser Gowalla dataset. Comparing it with the results from the Jiepang
dataset, it can be explained by that the sparser dataset requires a larger dimension of latent
space for capturing more useful user-location interaction information. This is in line with
the improvement of WRMF’s recommendation performance on the Gowalla dataset with
the increase of K.

Finally, WRMF outperforms HPF, and the gap between them is much larger on the Gowalla
dataset. This is because HPF only models the observations while the Gowalla dataset is
much sparser than the Jiepang dataset. In addition, WRMF is also better than BPRMF,
though it exploits the ranking-based objective function and negative sampling techniques.
In summary, WRMF works better for collaborative filtering from implicit feedback datasets
than the other forms of matrix factorization. This provides the evidence that GeoMF and
GeoMF++ are designed based on WRMF.

6.6.2 Out-matrix Recommendation. Although we have observed the superiority of Ge-
oMF++ to GeoMF and other competing baselines in incorporating geographical modeling
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Fig. 6. Effect of latent space dimension and training data size.

into matrix factorization when we have user-location interaction histories, it is also interesting
to investigate their performance difference in the out-matrix recommendation scenario. The
results of comparison are shown in Fig 7, where IRenMF is not reported any more since it is
even not as well as GWMF in case of in-matrix recommendation. In this case, WRMF and
other collaborative filtering methods fail due to the lack of training data, and predicts users’
preference score for items in a random way. Thus, the recommendation performance is close
to zero in terms of Recall and NDCG. Note that, although there is no overlap of locations
in the training set with that in the testing set, locations in the test set are still kept in the
original user-location matrix. In this case, GeoMF and GeoMF++ could learn latent factors
for testing locations based on influential areas, while GWMF could learn them based on
similar locations. The results of comparison reveal the following interesting observations.

First, GeoMF++ can be better than GeoMF in the most cases when K=150, particularly
on the denser Jiepang dataset. However, on the sparser Gowalla dataset, GeoMF is better
than GeoMF++ in terms of NDCG with respect to the top-p recommendation when K=150.
The major reason lies in its sparsity. The locations on the Gowalla dataset span over the
whole America, so that its geographical density is much lower than the Jiepang dataset.
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Fig. 7. Out-matrix evaluation results. Error bars are too small to show.

This leads to the necessity of a much larger dimension of latent space for capturing more
geographical information using dimension reduction approaches, as shown by the comparison
between GeoMF++(300) and GeoMF. Note that GeoMF is not affected by the dimension of
latent space, since only the geographical modeling part in GeoMF takes effect.
Second, both GeoMF++ and GeoMF outperform GWMF in terms of both NDCG and

Recall, again verifying the superiority of the proposed framework for joint geographical
modeling and matrix factorization. Note that all regularization coefficients are simply set to
the same values as in-matrix recommendation. This is because in practice it is not easy to
collect sufficient new locations in location-based services to construct validation sets for fine
tunning regularization coefficients, in particular after a long time of service running.

6.6.3 Interpretability. As pointed by [16], GeoMF is interpretable since its component-
GeoWLS subsumes two-dimensional kernel density estimation. However, since GeoMF++
exploits embedded approaches for the sake of efficiency, it is unclear whether user latent
factor indeed captures geographical information so that user activity areas can be accurately
recovered. To this end, we randomly pick one Beijing user and plot kernel density estimation of
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(a). KDE (b). GeoWLS 

(c). GeoMF (d). GeoMF++ 

Fig. 8. Activity areas of one Beijing user using different algorithms based on the Jiepang dataset.

her visit history in Fig 8(a). The activity areas learned from GeoWLS, GeoMF and GeoMF++
are plotted in other three figures in Fig 8, respectively. Here, it is worth mentioning that for
the sake of learning user activity robustly, the dimension 𝐾 of latent space is set as 300.
Compared to Fig 8(a), it seems that GeoWLS expands the areas of KDE while GeoMF
shrinks the areas at the same time of expanding areas. Besides, GeoMF also puts more
emphasis on some areas which the user has only visited a few times but may include many
potentially attractive locations with respect to her. This also illustrates the joint approach of
geographical modeling and matrix factorization can be beneficial. Although the difference of
GeoMF++ from GeoMF is difficult to point out, user activity areas learned from GeoMF++
are almost around the KDE areas, and thus reasonable and meaningful to some extent. One
certain observations is that the recovered activity areas from GeoMF++ tend to cluster
together. Another interesting observation is that there emerge some areas which the user
has never visited before. This mainly results from the dimension reduction techniques.
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Fig. 9. Efficiency study.

6.6.4 The Study of Efficiency. We have shown that the recommendation performance has
been significantly improved after resorting to dimension reduction techniques. In this section,
we show the comparison of training efficiency. As shown in Fig 9, by comparing GeoMF++
with GeoMF on both two datasets, dimension reduction techniques greatly reduce the
running time of training. Parallel computing achieves further speedup according to the
comparison of pGeoMF++ with GeoMF++. Although GeoMF could also be accelerated by
parallel computing, according to the superior efficiency of GeoMF to GWMF in Fig 9(a)
and Fig 9(b), in the matlab environment it is easy to suffer from out-of-memory issues due
to the necessity of replicating Y in multiple processes. That leads to the failure of parallel
computing on the Gowalla dataset due to the large size of Y, so that GeoMF is not as efficient
as GWMF when K is small. In spite of this, when resorting to dimension reduction techniques,
GeoMF++ becomes much more efficient than GWMF, because GeoMF++ uses a much
smaller size of the matrix Y instead of location spatial similarity matrix S ≈ 2∆𝐴YY𝑇 . In
spite of not reporting efficiency of IRenMF, it is easily presumed that it is at most the same
as that of GWMF since IRenMF also uses location similarity matrix S instead of the matrix
Y. Moreover, GWMF can not leverage parallel computing techniques for acceleration due to
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the coupling of updating among different locations. Finally, according to these figures, the
trend of running time with the increase of K and data size shows that GeoMF++ is pretty
scalable, aligning with the analysis of time complexity. However, GeoMF++, GeoMF, and
GWMF is almost invariant to the change of data size. This is because ‖R‖0 is far smaller
than ‖Y‖0 on both datasets, so that the running time is dominated by updating parameters
which depend on Y.

6.7 Discussions

After resorting to dimension reduction techniques, GeoMF++ becomes a flexible framework,
so that it could make use of other location features. Though the Gowalla dataset doesn’t carry
content information, we can leverage the time-stamps of visiting records to infer the category
according to [32]. Hence, we feed visiting time distribution over 1-24 hours (distinguishing
weekday from weekend) of each location as their features. However, the experimental results
do not show significant improvement of recommendation performance in terms of Recall
and NDCG. However, other metrics like AUC[27] and MPR (mean percentile rank)[11] can
get improved on both datasets, indicating it can still take some effect. In the future, we can
exploit more rich information from locations and even from user side for further improvement.
However, when multiple types of content information are taken into account, we should
carefully deal with their heterogeneity for better recommendation performance. Another
interesting point is that, during searching regularization coefficients, we found the change
of latent space dimension K may lead to the change of optimal regularization coefficients.
Therefore, it is necessary to develop automatic hyper-parameter learning algorithms.

7 CONCLUSIONS

In this paper, based on previously developed GeoMF, we propose a scalable and flexible
framework, dubbed GeoMF++, for joint geographical modeling and implicit feedback based
matrix factorization. GeoMF++ improves the training efficiency of GeoMF by mapping
location influential areas into the same low dimensional latent space as that formed by matrix
factorization, and also improves the effectiveness of GeoMF since it leverages continuous
latent factors to represent influential areas, so that it not only captures the semantic
similarity between areas but also removes redundant and noisy information. By establishing
the relationship of location influential areas with location spatial similarity matrix, GeoMF++
is strongly connected with neighbor additive models and graph Laplacian regularized models.
GeoMF provides good interpretability since it subsumes two-dimensional kernel density
estimation for geographical modeling, while GeoMF++ is still well explained by that
user activity area can be recovered from user latent factors. The extensive evaluation on
two large-scale LBSN datasets, reveals that 1) geographical modeling not only improves
recommendation performance in the warm-start scenario, but also makes recommending
cold-start locations possible; 2) both GeoMF++ and GeoMF outperform several competing
baselines in terms of NDCG and Recall on both recommendation scenarios; 3) GeoMF++ is
the most efficient algorithm compared to GeoMF and those baselines for joint geographical
modeling and matrix factorization.
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